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ABSTRACT

The objective of the study was to find a way to reduce the cost of generating a test suite using mutation analysis, without degrading the quality of the resultant test suite. To investigate the presence of some relationships among the set of test cases that kill the relational operator mutants, we looked at three C++ programs. In each program, faults were introduced one at a time. For each faulty version of the program, five mutants were generated by replacing the relational operator in the conditional statement that had the fault in its body, with all other possible relational operators. Corresponding to each mutant a set of test cases was developed that consisted of test cases that killed the mutant. For each set, the percentage of test cases in them that found the fault in the original program was noted. The set of test cases were also examined to study the relationships between them. The study revealed that definite relationships exist between the test suites that kill the relational operator mutants. These inclusion relationships between the test suites implied that we could potentially remove some of the mutants without affecting the performance of the test suites resulting from mutation analysis. We compared the performance of mutation testing in terms of fault detection probability with that of random testing, boundary testing and C0 testing. For the programs studied, the test suite selected by mutation analysis performed better than those formed by random, boundary and C0 testing. The study was extended to investigate the presence of relationships among the set of test cases that kill the logical operator mutants.
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Introduction

Objective
The objective of the study was to investigate mutation testing to uncover the possibilities of reducing the number of mutants used. We intended to create a better understanding of the relationships between various operators used for generating mutants. Our aim was to find a way to reduce the cost of generating a test suite using mutation analysis, without degrading the quality of the test suite.

1.1 Background
Mutation analysis can be used to build a good test suite for a program under test. Mutation analysis [1, 2, 3, 4, 5, 6, 7, 8] is a method whereby faults are purposely inserted into the program under test to create a set of mutants, each containing a fault. The goal is then to design a set of test cases that distinguishes the original program from its mutants. A mutant is said to be killed if it is detected by a test case. If no test case from the operational profile can distinguish the mutant’s output from the original program’s output, then the mutant is called an equivalent mutant. 
The mutation score is used as a parameter for evaluating the quality of a test suite developed through mutation analysis. The mutation score of a test suite is defined as,

M =K/ (T-E)

where, K is the number of mutants killed by the test suite, T is the total number of test cases in the suite and E is the number of equivalent mutants. Thus, the mutation score for a test suite is the percentage of non-equivalent mutants killed by that test suite. A test suite with higher mutation index is expected to have higher probability of finding faults in the original program.

In practice, faults are modeled by a set of mutation operators, each operator representing a class of software faults. Mohtra has proposed twenty two different classes of mutation operators. One class of mutation operators is ‘Relational Operator Replacement’ (ROR) [4]. In ROR the mutants are generated by replacing a relational operator with another in the original program. For instance, five mutants can be generated by replacing a ‘<’ operator in the original program with ‘< =’, ‘>’, ‘> =’, ‘= =’ and ‘! =’ operators.

Mutation analysis is recommended as a methodology to generate good test suits for the program under test [4] [1]. Mutants are generated for the program under test. Test cases are then run to kill the mutants. The test case with the highest mutation score is first selected. Then the test cases that make the biggest addition to the mutation score of the suite are added progressively to the test suite. The cost and time involved in performing mutation analysis increases exponentially with the number of mutants used, because all the test cases in the suite have to be run against each mutant of the program. The cost and effort involved in generating and executing a mutant is worth it, only if the test cases that kill the mutant, also finds the fault in the original program. Not all mutants are useful. That is, for some mutants, the test cases that kill it may fail to find an obvious fault in the original program. We expected that a closer look at the mutation operators would bring out relationships between them, which in turn would help us reduce the number of mutants and the cost of mutation analysis.
.
Chapter 2 Methodology and Observations
2.1 Methodology

To investigate the presence of some relationships among the set of test cases that kill the relational operator mutants, we looked at three C++ programs. All the three programs were comprised of a sequence of conditional statements. The bodies of the conditional statements were assignment statements that decided the result returned by the program. The programs accepted two or more integer inputs, went through a series of decision statements and came up with a single integer value as its result. The operational profiles of all the three programs were closed sets of integer combinations. All the conditional statements were simple ‘if’ statements; the guards comprised of a single relational operator and did not have any logical operators. The programs are listed below in Figure 1-3; Table 1 gives a description and other details on each program.

	No
	Program
	Description
	Number of

inputs
	Size of operational profile

	1
	diff
	Computes an integer based on the difference of inputs.
	2
	441

	2
	triangle
	Accepts the dimensions of three sides of a triangle and determines its type
	3
	9261

	3
	sum
	Computes an integer based on the sum of the inputs.
	4
	14641


Table 1  Details of the programs studied

In each program, the faults were introduced one at a time. Since our primary aim was to study the nature of relational operators, the induced faults were confined to the body of the conditional statements, while the guard statements were not changed. Test cases in the operational profile that could find the fault in the program were identified. For each faulty version of the program, five mutants were generated by replacing the relational operator in the conditional statement that had the fault in its body, with all other possible relational operators. The relational operators considered were ‘<’, ‘< =’ ‘>’, ‘> =’, ‘= =’ and ‘! =’. Corresponding to each mutant a set of test cases was developed that consisted of test cases that killed the mutant. For each set, the percentage of test cases in them that found the fault in the original program was noted. The set of test cases were also examined to study the relationships between them.

2.2 Observations
The study revealed that definite relationships exist between the test suites that kill the relational operator mutants. These relationships when depicted in the form of Venn diagrams looked similar for all the mutants. Each oval in the Venn diagram represent the test cases that kill the corresponding mutant. The Venn diagram describing the relationship between various relational operator mutants formed by replacing ‘<’ in a conditional statement is shown in Figure 4. The Venn diagram looked similar for other relational operators with the test suites changing positions. From the Venn diagram it can be seen that there are a couple of inclusion relationships between the test suites that kills mutants, which implicitly means that we could have potentially removed some of the mutants without effecting the performance of the test suites resulting from mutation analysis. 
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Figure 1 Program 1(diff)
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Figure 2  Program 2 (triangle)
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Figure 3  Program 3 (sum)
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Figure 4  Venn diagram showing relationship between test suites that kill relational operator mutants generated by replacing ‘<’ operator
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Figure 5  Inherent relationship between relational operators

These patterns are the result of inherent relationship between the relational operators. For instance, consider the set of all numbers less than 0. Any number x, from this set will satisfy a conditional x<0. All members of this set also satisfy two other conditionals x<=0 and x!=0. Similarly if there is an x such that it makes the conditional x==0 true, then it also makes true the conditionals x<=0 and x>=0. Thus for every relational operator, we have two other operators such that the conditional holds if we replace the original operator with the latter. This is depicted in the block diagram in Figure 5.
In Figure 5, Set A, B and C represents numbers that are less than, equal to and greater than zero respectively. For the numbers in each set there are three predicates that hold true. For example, for all numbers in Set A, the conditionals x<0, x<=0 and x!=0 hold true. The same pattern has been represented on the number line in Figure 6. This inherent relationship between relational operators is responsible for the patterns as in Figure 4. 


[image: image6]
Figure 6  Inherent relationship between relational operators represented on a number line
A closer look at the test suites reveled that in the Venn diagrams the regions outer to the test suites cannot contain any test cases. For example, in Figure 4 the test suite that killed ‘>’ mutant and ‘==’ mutant formed the whole of the test suite that killed ‘>=’ mutant. The regions 4, 5 and 6 in the Venn diagram turned out to be empty. Thus the Venn diagrams for all the relational operators were redrawn. Figure 7 shows the Venn diagram for the ‘<’ operator redrawn.   Similar Venn diagrams were obtained for all the relational operators. The new Venn diagram classifies the test cases into three groups. Thus, for each relational operator, the set of all test cases that kills the mutants generated by replacing it can be divided into three sets, based on the mutants they kill. We have named these sets as set1, set2 and set3. 

This division of test cases into three sets actually corresponds to the boundaries of the conditional statement. For instance, consider the case where a conditional of the form ‘if(x<0)’ (‘x’ is a variable) is mutated by replacing the ‘<’ operator with five other possible relational operators. Here the test cases in set1 will have the value of ‘x’ equal to zero. Test cases in set2 will have values of ‘x’ less than 0 and those in set3 will have value of ‘x’ greater than zero. This correspondence is depicted in Figure 7. The mutants killed by test cases in the three sets, for each of relational operators are shown in Table 2. Once again consider the case where a ‘<’ operator is mutated. Now from Table 2, the test cases in set1, kills the mutants formed by replacing ‘<’ with   ‘>=’, ‘>’ and ‘! =’ operators. The test cases in set2, kills the mutants formed by replacing ‘<’ with   ‘>=’, ‘>’ and ‘==’ operators and the test cases in set3, kills the mutants with ‘>=’, ‘==’ and ‘<=’ operators.


[image: image7]
Figure 7  Redrawn Venn diagram from Figure 4
	Mutated operator
	Mutants killed by test cases in the set

	
	Set1
	Set2
	Set3

	<
	>=, >, !=
	>=, >, ==
	>=, ==, <=

	<=
	>, >=, ==
	>, >=, !=
	>, !=, <

	>
	<=, ==, >=
	<=, ==, <
	<=, <, !=

	>=
	<, <=, ==
	<, <=, !=
	<, !=, >

	==
	!=, <, <=
	!=, <, >
	!=, >, >=

	!=
	==, >=, >
	==, >=, <=
	==, <=, <


Table 2  Classification of test cases based on mutants killed
A description of the faults introduced to the programs, percentage of test cases from the operational profile that found the fault, the operator which was mutated to find the fault, and the number of test cases that kill the mutants have been shown in Table 3 and Table 4. The test cases that kill the mutant have been divided into the three sets set1, set2 and set3. The numbers shown in bold indicate the number of test cases that find a fault in the set.
	Fault Location

(Line no.)
	Fault Description
	% of test cases that detect fault
	Mutated Operator
	Number of test cases in the set

	
	
	
	
	Set1
	Set2
	Set3

	6
	Replace 2 with 3
	3.02
	==
	1575
	280
	1575

	8
	Replace  2 with 4
	3.02
	==
	1575
	280
	1575

	10
	Replace  2 with 5
	3.02
	==
	1575
	280
	1575

	13
	Replace 3 with 4
	0.21
	==
	90
	20
	190

	13
	Replace 3 with 5
	0.21
	==
	90
	20
	190

	15
	Replace 4 with 5
	16.62
	>=
	1140
	4010
	190

	17
	Replace 4 with 5
	16.62
	>=
	1140
	4010
	190

	19
	Replace 4 with 5
	16.62
	>=
	1140
	4010
	190

	21
	Replace 5 with 1
	4.92
	<=
	0
	8000
	400


Table 3  Faults introduced in program 2
	Fault Location

(Line no.)
	Fault Description
	% of test cases that detect fault
	Mutated Operator
	Number of test cases in the set

	
	
	
	
	Set1
	Set2
	Set3

	7
	Replace 1 with 2
	42.8
	<
	0
	6160
	0

	9
	Replace 2 with 3
	4.88
	<
	5874
	715
	286

	11
	Replace 3 with 2
	48.16
	>=
	6160
	6875
	891

	13
	Replace 4 with 1
	4.88
	>
	286
	715
	13640


Table 4  Faults introduced into program 1
The results show that for the programs studied, the failure sets fall entirely under one of the three sets. However, there is no guarantee that for all programs and types of faults, the failure sets will follow this pattern. This means that for some of the relational operators there is a single mutant, such that a test case that killed it also found a fault within the body of the corresponding conditional. For example, when a ‘<=’ operator in a conditional statement was mutated, a test case that killed a mutant with ‘==’ operator found the faults introduced in the body of the conditional statement in program 2. For progarm2 the ‘>=’ and ‘! =’ operators exhibited similar properties. For these operators we can get rid of other relational operator mutants without reducing the effectiveness of the resulting test suite.

For the other three operators, though there is no unique relational operator mutant that guarantees to find the fault in program 2, we can narrow down the number of mutants to two. For example when a ‘==’ operator in a conditional statement is mutated, we can use a ‘<’ and ‘>’ mutants, and neglect all other possible mutants. A test case that kills these two mutants will find a fault in the body of the conditional in program 1 and 2. When we ran the mutants with the test cases, if we came across a test case that kills both the mutants, then it found the faults introduced in the body of the conditional which was mutated. The same situation occurs when a ‘>’ or ‘==’ operator is mutated. 
These behaviors are a result of the inherent relationship that exists between the relational operators. It is possible that a closer look at other mutation operators, such as logical operators, can reveal similar relationships between them, helping us reduce the number of ‘useful mutations’. Introducing mutants to the conditional statements may not be a very good option for finding a fault in the body of the conditional. This is because a mutated relational operator may cause the program execution to skip the loop, so that the statements in the conditional are never exercised. The study showed the obvious result that all the test cases that uncovered a fault in the body of a conditional statement were those that exercised statements in the body. Thus all the effort put into mutation testing for generating a good test suite may not be worth it, when basic programmer intuitions could have generated an equally good test suite. However such a behavior of mutation testing cannot be generalized because we may have complex programs with unpredictable faults where the programmer intuitions will not work well. 

The performance of mutation testing can be judged based on a comparison with some of the other testing strategies. We compared the performance of mutation testing in terms of fault detection probability with that of random testing, boundary testing and C0 testing. The test cases generated using each of the methods were run on program 2 with the same faults that were used to study the behavior of operator mutants. In random testing, three test cases were randomly picked from the operational profile. The selected test cases were then applied to the program with faults (one at a time). The number of test cases in the operational profile that uncover a fault was identified, and thus the probability of a randomly selected test suite uncovering the fault was noted. In boundary testing, each test suite consisted of two test cases. One test case that exercised the boundary of the conditional and one that was off the boundary. The off test case is selected so as to have a Boolean value different from that of the boundary test case. The probabilities of random and boundary test suites finding each fault in the program is shown in Table 5.

	Fault Location

(Line no.)
	Fault Description
	Probability of finding the fault (in %) with

	
	
	Random testing

(3 test cases)
	Boundary Testing

(2 test cases)
	Mutation Testing

(3 test cases)

	6
	Replace 2 with 3
	8.80
	86.31
	100

	8
	Replace  2 with 4
	8.80
	86.31
	100

	10
	Replace  2 with 5
	8.80
	86.31
	100

	13
	Replace 3 with 4
	0.63
	8.79
	100

	13
	Replace 3 with 5
	0.63
	8.79
	100

	15
	Replace 4 with 5
	42.03
	93.75
	100

	17
	Replace 4 with 5
	42.03
	93.75
	100

	19
	Replace 4 with 5
	42.03
	93.75
	100

	21
	Replace 5 with 1
	14.04
	99.13
	100


Table 5  Probability of finding the fault with random and boundary testing
As seen in Table 5, randomly picked test cases do not do well in terms of uncovering the faults. For instance for the fault introduced in line 6 of program 2, the probability of a randomly selected test finding the fault is only 8.80%. Similarly for the fault in line 13, the probability is as low as 0.63%. This is due to the fact that we are picking the test cases randomly from the whole of the operational profile. This means that some of the faults which have small failure regions will have a lesser probability of being detected. For example, there are only 21 test cases in the operational profile of program 2 that detects faults introduced in line 13. For this fault, random testing has a low detection probability of 0.63%. The boundary testing does comparatively better in terms of probability of finding faults. For instance, boundary testing has a detection probability of 8.79% for the fault in line 13 of program 2. Similarly the detection probability of boundary testing is about 10 times that of random testing for faults in lines 6, 8 and 10 of program 2. This is because boundary testing looks at the operational profile as two sub-domains. One sub-domain contains test cases that skip the conditional, and thus never uncover the faults within its body.  While the other sub-domain consists of test cases that cause the body of the conditional to be executed and thus comprises all the test cases that uncover the faults. 
	Test suite
	Test cases in the test suite

	1
	(1,17,12) (0,9,10) (11,11, ) (6,2,2) (2,4,0) (11,0,15) (11,3,11) (6,6,6)

	2
	(8,10,2) (4,2,9) (18,4,9) (0,15,4) (17,0,8) (1,1,15) (12,11,0) (12,18,12) (6,0,0) (11,11,11)

	3
	(3,5,9) (2,12,10) (5,18,0) (17,2,9) (10,0,10) (0,19,1) (18,4,4) (19,19,7) (6,6,6)

	4
	(11,18,1) (17,2,4) (2,6,13) (10,0,1) (11,3,3) (11,1,0) (0,14,0) (8,8,0) (9,9,9)

	5
	(5,5,5) (14,8,2) (12,19,0) (11,3,18) (9,0,2) (0,19,19)

	6
	(5,2,19) (4,0,0) (15,5,15) (9,18,2) (0,4,15) (4,4,16) (18,18,18)

	7
	(8,16,6) (18,2,1) (6,18,18) (4,8,0) (7,4,7) (12,0,16) (0,16,17) (15,15,19) (13,13,13)

	8
	(9,17,5)(8,3,13)(15,6,3)(1,12,0)(5,5,1)(0,13,13)(4,0,10)(7,0,7) (9,9,9)

	9
	(2,2,5) (15,1,8) (12,0,0) (8,17,9) (11,15,11) (0,19,10) (4,4,4)

	10
	(2,15,19) (1,17,10) (18,1,9) (9,19,9) (9,0,9) (19,4,4) (6,6,13) (0,18,15) (10,17,0) (8,8,8)


Table 6  Some test suites that give C0 coverage
Mutation testing detects the faults introduced in program 2. In the mutation test suites for program 2, the three test cases are selected from the three sets (set1, set2 and set3 described in Figure 7) so that all the mutants are killed by the test cases. This excellent fault detecting power of mutation test suites comes at the cost of running test cases for killing the mutants and thus identifying the three sets.

To study the performance of test suites that give C0 coverage on the faults in program 2, we randomly selected nine test suites as shown in Table 6. Each of these test suites makes sure that all possible execution paths in the program are exercised. 

	Fault Location

(Line no.)


	Fault Description
	Whether Co Test suites uncover the faults?

	
	
	1
	2
	3
	4
	5
	6
	7
	8
	9
	10

	6
	Replace 2 with 3
	yes
	
	yes
	
	
	
	yes
	yes
	
	

	8
	Replace 2 with 4
	
	
	
	
	
	
	yes
	
	
	

	10
	Replace 2 with 5
	yes
	yes
	
	
	
	yes
	yes
	
	yes
	

	13
	Replace 3 with 4
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes

	13
	Replace 3 with 5
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes

	15
	Replace 4 with 5
	yes
	yes
	yes
	yes
	yes
	
	yes
	yes
	yes
	yes

	17
	Replace 4 with 5
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes
	yes

	19
	Replace 4 with 5
	
	yes
	yes
	yes
	yes
	yes
	
	yes
	yes
	yes

	21
	Replace 5 with 1
	yes
	yes
	yes
	
	
	yes
	yes
	yes
	yes
	yes


Table 7 Test suites with C0 coverage that finds faults
The performance of these test suites in uncovering the faults in program 2 is shown in Table 7. In the column corresponding to each test suite, a ‘yes’ is marked for those faults that are uncovered by the test suite. For example, in the column for test suite 10, a ‘yes’ is marked against all the faults except for those introduced in line 6 and 8 and 10 of program 2. This implies that test suite 1 uncovered all the introduced faults except those in lines 6, 8 and 10 of program 2.

For any C0 test suite, the test cases that found the faults were those that exercised the body of the conditional containing the fault, but did not exercise the body of other conditionals following it. For example the test case (6, 2, 2), in Co test suite 1, uncovers the fault introduced in line number 15 of program 2. This is because this test case causes the body the conditional containing this fault to be executed, and does not cause any following conditional body to be executed. Thus C0 testing did not do very good in terms of uncovering the faults introduced in program 2 considering the number of test cases in each test suite. For instance the C0 test suite 2 with 10 test cases failed to find the faults introduced in line 6 and 8 of program 2, while a boundary test suite with just two test cases has a detection probability of 86.33% for these faults.
These results were presented at the IASTED Software Engineering Conference, Innsbruck, Austria, February 16, 2006 and published in the proceedings [9].
Chapter 3 Extension of the Study
Inspiration

The study of ROR mutants lead to the conclusion that we can neglect some of the relational mutation operators without hindering the fault reveling power of the resulting test suite. This conclusion points to the fact that a closer look at other mutation operators may reveal similar relationships (as seen between the relational mutation operators, for the programs studied) between them, helping us reduce the number mutants. Based on this intuition the study was extended to logical operator replacement (LOR).

Methodology
The program used in the study is shown in Figure 8. The program body was comprised of a sequence of conditional statements. The bodies of the conditional statements were assignment statements that decided the result returned by the program. The program accepted three integer inputs, went through a series of decision statements and came up with a single integer value as its result. All the conditional statements were simple ‘if’ statements; the guards comprised of two relational expressions joined by a single logical operator. 


[image: image8]
Figure 8  Program studied
Since our primary aim was to study the nature of logical operators, the induced faults were confined to the body of the conditional statements, while the guard statements were not changed. For each faulty version of the program, seven mutants were generated by modifying the guard of the conditional statement that had the fault in its body. The guard was modified to have 11 different combinations of truth values. Notice that including the guard in the original program we would then have generated 12 different combinations of truth values. 

For example consider that A and B are the two relational expressions in the guard. Now in the faulty program the guard can have 12 possible forms as shown in Table 8. Further, assume that the guard has the form ‘A || B’. In this the eleven mutants would be generated by replacing the guard in the faulty program with each of the other guards in Table 8. Notice that we do not have all the 16 possible combinations. Two of the neglected combinations are the one that is always true and the one that is always false. The other two are A XOR B and !(A XOR B) which can be generated using the expressions (A && !B) || (!A && B) and  (!A || B) && (A || !B). But we did not generate mutants with such guards because they varied significantly from those in the original program and did not fit in as a logical operator mutant.

	A
	B
	!A
	!B
	A||B
	!A||B
	A||!B
	!A||!B
	A&&B
	!A&&B
	A&&!B
	!A&&!B

	T
	T
	F
	F
	T
	T
	T
	F
	T
	F
	F
	F

	T
	F
	F
	T
	T
	F
	T
	T
	F
	F
	T
	F

	F
	T
	T
	F
	T
	T
	F
	T
	F
	T
	F
	F

	F
	F
	T
	T
	F
	T
	T
	T
	F
	F
	F
	T


Table 8  Possible forms of guard statement and truth values
Corresponding to each mutant a set of test cases was developed that consisted of test cases that killed the mutant. For each set, the percentage of test cases in them that found the fault in the original program was noted. The set of test cases were then examined to study the relationships between them. For this purpose 3D scatter plots of the set of test cases were generated using a 3D Modeling tool called ‘Graphis’. Based on the scatter plots Venn diagrams were drawn to depict the relationships between sets of test cases that killed the mutants.

3.1 Observations

The study reveled that definite relationships exists between the test suites that kill the logical operator mutants. These relationships when depicted in the form of Venn diagrams looked similar for all the mutants studied. Figure 9 and Figure 10 shows the 3D scatter plot and the Venn diagrams respectively that exhibits the relationship between test suites that kill logical operator mutants generated by modifying (a==b) || (b==c).
               [image: image9.png]



Figure 9  3D scatter plot for the test suites that kill the mutants generated by modifying           (a==b) || (b==c)
The inclusive relationships between the test suites that kill the logical operator mutants were so prominent that for the mutants studied there was not even one test case that killed only one mutant. For the mutants generated regions were identified on the Venn diagram that killed a certain combination of mutants. In Figure 9, each colored region in the scatter plot represents test cases that kill a certain combination of mutants. For instance, a test case having green color in the scatter plot killed the mutants M1, M4, M5, M7, M9, and M10. Based on the combination of mutants killed, four regions were identified as shown in the Venn diagram (Figure 10). Each of these regions corresponds to a colored region in the 3D scatter plot. For example in Figure 10 region R1 corresponds to the set of test cases colored green in the scatter plot. 


[image: image10]
Figure 10 Relationship between test suites that kill mutants generated by modifying (a==b) || (b==c)
The appearance of the Venn diagram is influenced by the nature of the program under study. For instance, consider the program in Figure 8.  For the test cases with (a==b) and (b==c), the change induced by modifying (a==b) || (b==c) in line 5 are masked by the conditional statement in line 7. If it were not for this, the Venn diagram in Figure 10 would have looked quite different. To understand the nature of the Venn diagram independent of such masking we looked at the test cases that could differentiate (a==b) || (b==c) from its mutated forms. The resulting Venn diagram is shown in Figure 11. 
In Figure 11 the predicate (a==b) and (b==c) are represented as A and B respectively. The regions identified in the Venn diagram have been named so as to have the same name as their corresponding regions in Figure 10. The region with A && B (R4 )in Figure 11 was missing in Figure 10 because of masking of the change by constructs in the program. Thus, the look of the Venn diagram changes from that shown in Figure 11 when one or more of the regions is completely masked by the program constructs. However, if only part of a region is masked the appearance of the Venn diagram would remain the same with less number of test cases in the region. The regions that constitute the Venn diagram suggest that all condition coverage can kill all the mutants.

[image: image11]
Figure 11 Venn diagram for the test cases that can differentiate (a==b) || (b==c) from its mutated forms.
The pattern in the Venn diagrams can be traced back to inherent relationship between the logical operators. These relationships can be best explained by looking at the lattice of truth-values for a relation (say A||B) and its mutated forms. Such a lattice is shown in Figure 12. In the figure, an S represents that the truth-value in the corresponding position will remain the same as the truth-value of A||B in that position. For example, SXSS represents that it will have the same truth-values as A||B in all positions but the second. Thus, if truth-values for A||B were TTTF, then SXSS would represent truth-values TFTF. 

[image: image12]
Figure 12 Lattice of truth values for A || B and its mutated forms
The mutant resulting in a truth-value combination is shown in parenthesis against each member in the lattice. For instance, against XXXX there is a parentheses that contains mutant M7 (!A && !B) which implies that M7 will result in truth-values FTTT. Notice that some of the lattice members have not been named. These members correspond to A XOR B and the ones with all truth-values true (or false). These members are not of interest as explained earlier in this section.

From Figure 12 it can be seen that the farther a mutant gets from the original expression in the lattice, the larger the set of test cases that kills that mutant. For instance the M7 which is farthest from A||B in the lattice has the largest set of test cases that kills it (see Figure 11) compared to other mutants. M11 and M9 are killed by test cases in three regions in the Venn diagram while M8 and M10 are killed by only test cases in two regions. The pattern is thus consistent with the Venn diagram in Figure 11. 
Details of all the mutants generated are shown in Table 9 and Table 10. Table 11 lists the regions identified from the Venn diagrams for each set of mutants, the combination of mutants killed and the number of test case that belonged to each of these regions. The inclusive relationships in the Venn diagrams implicitly mean that we could have potentially removed some of the mutants without affecting the performance of the test suites resulting from mutation analysis.
	Before Mutation
	Mutant
	Mutated Line
	No. test cases that killed the mutant

	(a==b) || (b==c)
	M1
	!(a==b) || (b==c)
	5040

	
	M 2
	(a==b) || !(b==c)
	4940

	
	M 3
	!(a==b) || !(b==c)
	4660

	
	M 4
	(a==b) && (b==c)
	660

	
	M 5
	!(a==b) && (b==c)
	380

	
	M 6
	(a==b) && !(b==c)
	280

	
	M 7
	!(a==b) && !(b==c)
	5320

	
	M8
	(a==b)
	280

	
	M9
	! (a==b)
	5040

	
	M10
	(b==c)
	380

	
	M11
	!(b==c)
	4940

	(a==b) && (a==c)
	M 1
	(a==b) || (a==c)
	660

	
	M 2
	!(a==b) || (a==c)
	4940

	
	M 3
	(a==b) || !(a==c)
	5040

	
	M 4
	!(a==b) || !(a==c)
	5340

	
	M 5
	!(a==b) && (a==c)
	300

	
	M 6
	(a==b) && !(a==c)
	400

	
	M 7
	!(a==b) && !(a==c)
	4680

	
	M8
	(a==b)
	380

	
	M9
	!(a==b)
	4960

	
	M10
	(a==c)
	280

	
	M11
	!(a==c)
	5060

	(a>=b+c)|| (b>=a+c)
	M 1
	!(a>=b+c) || (b>=a+c)
	6860

	
	M 2
	(a>=b+c) || !(b>=a+c)
	6860

	
	M 3
	!(a>=b+c) || !(b>=a+c)
	5360

	
	M 4
	(a>=b+c) && (b>=a+c)
	3040

	
	M 5
	!(a>=b+c) && (b>=a+c)
	1540

	
	M 6
	(a>=b+c) && !(b>=a+c)
	1540

	
	M 7
	!(a>=b+c) && !(b>=a+c)
	8400

	
	M8
	(a>=b+c)
	1520

	
	M9
	!(a>=b+c)
	6880

	
	M10
	(b>=a+c)
	1520

	
	M11
	!(b>=a+c)
	6880


Table 9  Mutants generated
	Before Mutation
	Mutant
	Mutated Line
	No. test cases that killed the mutant

	(a<=0) || (b<=0)
	M1
	!(a<=0) || (b<=0)
	8820

	
	M 2
	(a<=0) || !(b<=0)
	8820

	
	M 3
	!(a<=0) || !(b<=0)
	8421

	
	M 4
	(a<=0) && (b<=0)
	840

	
	M 5
	!(a<=0) && (b<=0)
	441

	
	M 6
	(a<=0) && !(b<=0)
	441

	
	M 7
	!(a<=0) && !(b<=0)
	8421

	
	M8
	(a<=0)
	420

	
	M9
	!(a<=0)
	8841

	
	M10
	(b<=0)
	420

	
	M11
	!(b<=0)
	8841


Table 10  Mutants generated
	Program (Faulty Version )
	Regions identified
	Mutants in the region
	No. of test points

	1
	R1
	M1 ∩ M4 ∩ M5 ∩ M7 ∩ M9 ∩ M10
	380

	
	R2
	M1 ∩ M2 ∩ M3 ∩ M7 ∩ M9 ∩ M11
	4660

	
	R3
	M2 ∩ M4 ∩ M6 ∩ M7 ∩ M8 ∩ M11
	280

	2
	R1
	M4 ∩ M5 ∩ M6 ∩ M7 ∩ M9 ∩ M11
	20

	
	R2
	M2 ∩ M3 ∩ M4 ∩ M7 ∩ M9 ∩ M11
	4660

	
	R3
	M1 ∩ M2 ∩ M4 ∩ M5 ∩ M9 ∩ M10
	280

	
	R4
	M1 ∩ M3 ∩ M4 ∩ M6 ∩ M8 ∩ M11
	380

	3
	R1
	M3 ∩ M5 ∩ M6 ∩ M7 ∩ M9 ∩ M11
	20

	
	R2
	M1 ∩ M2 ∩ M3 ∩ M7 ∩ M9 ∩ M11
	5340

	
	R3
	M1 ∩ M4 ∩ M5 ∩ M7 ∩ M9 ∩ M10
	1520

	
	R4
	M2 ∩ M4 ∩ M6 ∩ M7 ∩ M8 ∩ M11
	1520

	4
	R1
	M3 ∩ M5 ∩ M6 ∩ M7 ∩ M9 ∩ M11
	21

	
	R2
	M1 ∩ M2 ∩ M3 ∩ M7 ∩ M9 ∩ M11
	8400

	
	R3
	M1 ∩ M4 ∩ M5 ∩ M9 ∩ M10
	420

	
	R4
	M2 ∩ M4 ∩ M6 ∩ M8 ∩ M11
	420


Table 11  Regions identified on the Venn diagram
	 Fault No.
	Fault Location
	Faulty Line of Code
	Test set that killed mutant
	% of test that found the fault

	1
	6
	result = 6;
	M1
	7.54

	
	
	
	M 2
	5.67

	
	
	
	M 3
	0

	
	
	
	M 4
	100

	
	
	
	M 5
	100

	
	
	
	M 6
	100

	
	
	
	M 7
	12.41

	
	
	
	M8
	100

	
	
	
	M9
	7.54

	
	
	
	M10
	100

	
	
	
	M11
	5.67

	2
	8
	result = 9;
	M 1
	0

	
	
	
	M 2
	0

	
	
	
	M 3
	0

	
	
	
	M 4
	0.37

	
	
	
	M 5
	6.66

	
	
	
	M 6
	5

	
	
	
	M 7
	0.42

	
	
	
	M8
	0

	
	
	
	M9
	0.41

	
	
	
	M10
	0

	
	
	
	M11
	0.41

	3
	10
	result = 0;
	M 1
	22.16

	
	
	
	M 2
	22.16

	
	
	
	M 3
	0.37

	
	
	
	M 4
	100

	
	
	
	M 5
	100

	
	
	
	M 6
	100

	
	
	
	M 7
	36.43

	
	
	
	M8
	100

	
	
	
	M9
	22.38

	
	
	
	M10
	100

	
	
	
	M11
	22.38


Table 12  Faults introduced in the program
	Fault No.
	Fault Location
	Faulty Line of Code
	Test set that killed mutant
	% of test that found the fault

	4
	12
	result = 8;
	M1
	4.76

	
	
	
	M 2
	4.76

	
	
	
	M 3
	0.25

	
	
	
	M 4
	100

	
	
	
	M 5
	100

	
	
	
	M 6
	100

	
	
	
	M 7
	9.30

	
	
	
	M8
	1

	
	
	
	M9
	4.99

	
	
	
	M10
	1

	
	
	
	M11
	4.99


Table 13  Faults introduced in the program
Table 12 and Table 13 describes the faults introduced in the program. The test sets corresponding to each mutant were studied to see the percentage of test cases that found faults in the original program. These percentages are also listed in Table 12 and Table 13. Notice that for mutants generated by modifying guards of the form A || B, there are three test sets such that all the test cases in the found fault in the original program. It is also interesting to see that these test sets corresponded to mutants with guards of the form A&&B, !A&& B and A&&!B. This is because the set of test cases that satisfy each of these are guards, would obviously also satisfy the guard condition A || B and thus reveal the fault in its body. Thus for these faulty versions the fault could have been found by using just one of these three mutant to generate the test suite. 

Notice that for the rest of the test sets, the percentage of test case that found fault in the original program is much less, the highest being 36.43%. This is because the mutants are relatively easy to kill compared to the faults in the program. For instance consider fault number 1 that is introduced in the body of the conditional with guard condition a==b || b==c. The fault can be found only by the test cases where either a!=b=c or a=b!=c. Even though the points with a=b=c causes the execution of the if statement, the erroneous assignment of 6 to result is masked because the next conditional statement a==b && a==c is satisfied and 3 is assigned to result. Now consider the mutant generated by modifying the concerned guard to !(a==b) || (b==c). This mutant is relatively easy to kill because it would give the wrong value of result for all points with a!=b (a large set compared to a!=b=c or a==b!=c). Things are further worsened by the fact the only the test cases with a=!b=c does not kill the concerned mutant. Thus of all the test cases that kill the mutant only the ones with a=b!=c (which happens to be 7.54% ) finds the faults in the original program.

Chapter 4 Previous Work

The idea of using mutation analysis to narrow down on an efficient test suite for a program has been proposed [4]. A typical procedure suggested is

1. Begin with a set of test cases that have the potential to find faults in the original program (this could be the operational profile).

2. Generate a set of mutants for the original program.

3. Apply each test case from the initial set to the mutants, and calculate its mutation index.

4. The test case is selected or rejected based on its mutation score (which has to be a certain minimum).

5. The set of test cases that get selected in the previous step are applied to the original program to find faults in it.

Such an approach is overly dependent on the credibility of mutation scores.  If the test cases that have a good mutation index do not detect obvious faults in the original program, then it defeats the purpose of mutation analysis. Our study shows that test cases that kills some of the relational operator mutants does not always do well in terms of finding faults in the original program.

Several experimental studies have been undertaken to reduce the number of mutants in mutation testing. Jefferson Offutt compared selective mutation testing with conventional mutation testing [5]. An N-Selective mutation is a variation of normal mutation testing where N mutation operators that create largest number of mutants are dropped. Offutt investigated the hypothesis that selective mutation is almost as good as normal mutation. To do this he created test data sets that were selective mutation adequate (achieving 100% mutation scores when run against a test suite of selective mutants), and measured the mutation adequacy of that data set. He took 77 FORTRAN programs for the experiment and the mutation operators were Mohtra’s mutation operators. 

For each program, selective mutation mutants were generated for the program an all equivalent mutants were than eliminated. Next, he used an automatic test data generator to generate test cases that kill as many non-equivalent mutants as possible. This process created test cases that were selective mutation adequate. To eliminate any bias by one particular test case, five sets of selective mutation adequate test suites were created for each program. Next non-selective mutants were generated for each program. Then each set of selective mutation adequate test cases was run on the non-selective mutants and the mutation scores were calculated. This final score gave a measure of effectiveness of selective mutation-adequate test suites on the non-selective mutants, and thus provide a measure of the relative effectiveness of selective mutation. The results showed that selective mutation provided results almost equivalent to non-selective mutation, at a 23.98% saving over the non-selective mutation. The results lend credence to the hypothesis that selective mutation testing is an alternative to non-selective mutation. 

Compared to Offutt’s study, our study of the mutation operators is more limited considering that only the operators belonging to one category (Relational Operator Replacement) of Mothra’s operators was studied. Such a closer look at one class of operators is needed to study the relationship between them. This helped us find that we could neglect some of the relational operator mutants without adversely affecting the performance of resulting test suites.

Chapter 5 Conclusions and Future Work
5.1 Conclusions

The study revealed definite relationships exist between the sets of test cases that kill various relational operator mutants. These relationships can be traced back to the inherent relationship that exists between the relational operators. These inclusive relationships between the sets of test cases suggested that we can potentially neglect some of the relational mutation operators without hindering the fault reveling power of the resulting test suite.

The results of the study also suggests that the mutation score may not always be a very good measure of test suite effectiveness in terms of finding faults in the original program. This is because many of the test suites studied that were good at killing relational mutants and thus had a good mutation score failed to uncover obvious faults in the original program. Thus relying on mutation score alone for constructing fault reveling test suites cannot yield good results.

Another fact that sufficed from the study is that all the effort put into mutation testing, for generating a good test suite may not be useful, when basic programmer intuitions can do equally well. All the programs studied were simple and did not involve complex programming logic or constructs. The results suggested that a programmer with basic level of reasoning could have come up with a good test suite without going through all the trouble of running test cases to kill mutants. However, it is important to note that when the programs are complex these basic intuitions of the programmer may not always work well. Thus the decision on whether to go by programmer intuitions or generate mutants is based on the type and complexity of the program being tested.

For the programs studied the test suites generated by mutation testing performed better than random or boundary test suites in terms of fault finding probability. It is important to realize that this efficient performance of mutation test suites come at the cost of running enough test cases to kill the mutants. Thus in mutation testing there is a real tradeoff between the fault finding probability of the resultant test suites and the effort involved in generating them.
5.2 Future Work

Future work to investigate relationships between other mutation operators could prove to be fruitful. It is possible that a closer look at other mutation operators, such as replacing logical operators, can reveal similar relationships (as seen between the relational mutation operators, for the programs studied) between them, helping us reduce the number mutations.

One other interesting line of study could be looking at the effort involved in generating and executing the mutants and judging the performance of mutation testing based on this effort. Such a study could results in baselines as to when it will be advisable (or not) to apply mutation testing. 
Further empirical studies in the same direction, with more programs of varying sizes could help generalize the findings from this study.  
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1	int triangle(int a,int b,int c)


2	{ 


3		int result;				


4		result = 1;	// scalene


5		if(a == b)	// isosceles


6			result = 2;


7		if(b == c)


8			result = 2;


9		if(a == c)


10			result = 2;


11		if(a == b)	// equilateral


12			if(a == c)


13				result = 3;


14		if(a >= b+c) // not a triangle


15			result = 4;


16		if(b >= a+c)


17			result = 4;


18		if(c >= b+a)


19			result = 4;


20		if(a <= 0)	// bad input


21			result = 5;


22		if(b <= 0)


23			result = 5;


24		if(c <= 0)


25			result = 5;


26		return result;


27	}
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M1 -  !(a==b) || (b==c)		M6 -   (a==b) && !(b==c)


M2 -  (a==b) || !(b==c)		M7 -   !(a==b) && !(b==c)


M3 -  !(a==b) || !(b==c)		M8 -   (a==b)


M4 -  (a==b) && (b==c)		M9 -   !(a==b)


M5 -  !(a==b) && (b==c)		M10 - (b==c)


				M11 - !(b==c)
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1	int triangle (int a, int b, intc)


2	{


3		int result;


4		result = 1;


5		if(a==b || b++c)


6			result = 2;


7		if(a==b && a==c)


8			result = 3;


9		if(a>=b+c || b>=a+c)


10			result = 4;


11		if(a<=0 || b<=0)


12			result = 5;


13		return result


14	}
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1	int calc(int z)


2	{


3		int result;


4		result = 1;


5		if(z > -10)


6			result = 2;


7		if(z > 0)


8			result = 3;


9		if(z > 10)


10			result = 4;


11		return result;


12	}
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1	int calcfour(int a, int b, int c, int d)


2	{	


3		int result,z;


4		result = 1;


5		z = a + b + c + d;


6		if(z <0)


7			result = 1;


8		if(z <-10)


9			result = 2;


10		if(z >=0)


11			result = 3;


12		if(z >10)


13			result = 4;


14		return result;


15	}
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